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1. Introduction

The structure of space and time has always been one of the central themes
of scientific investigation. Nowadays, about a century after Einstein formulated
his theory of general relativity, some of its fundamental ideas have even become
part of general scientific knowledge. This theory proposes that space and time
cannot be understood independently of each other, but that instead of a three-
dimensional space unchanging in time one should consider a four-dimensional space-
time continuum. The masses contained in this space-time (e.g. planets, stars,
galaxies, black holes, etc.) influence its structure. Among other things, this means
that the three-dimensional space that an observer perceives at any given point
in time is curved in itself. Light rays, which always choose the shortest path
between two points in space, do not necessarily travel along straight lines, but
along the shortest curves as determined by the curvature of space, along geodesics.
For example, the shortest routes around our curved Earth surface are parts of great
circles such as the equator. If the masses are not too great they merely cause a
local deformation of space without changing its global shape.

The situation could be quite different for large scales: In cosmology, which con-
cerns itself with the global structure and the time evolution of the whole universe,
one starts from the basic assumption that the universe is at every time a closed
curved three-dimensional space. One further postulates that this space is homoge-
neous. This means that its geometry (as, for example, distances and angles) appear
the same everywhere. This assumption is reasonable on physical grounds, since
when considering large scales one does not expect to discover local irregularities.
For example, one cannot detect microscopic inhomogeneities inside a macroscopic
material with the naked eye. This theory is still open to the possibility that the
geometry of the universe may depend on the direction in which we look. An ex-
ample is the surface of a cylinder, where at each point there is a “round” and
a “straight” direction.

No assumptions are made about the global shape (topology) since it would be
very difficult, if not totally impossible, to verify these experimentally. In particular,
for example, we may possibly be living on a three-dimensional spherical surface,
a positively curved space, or perhaps inside a saddle shaped (negatively curved)
space. Our universe might also be a three-dimensional torus, that is, like a three-
dimensional version of a ring-shaped surface. If we postulate some minor, physically
reasonable additional conditions for our homogeneous spaces, there remain only
eight possibilities for their global shape.
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The mathematician Poincaré conjectured at the beginning of the twentieth cen-
tury that every closed simply connected three-dimensional space must be topolog-
ically equivalent to a three-dimensional sphere (one of the homogeneous spaces),
that is, it can be deformed continuously into a sphere, and that this deformation
process must also be reversible. Here, simply connected essentially means the ab-
sence of “holes”, that is, that every closed space curve can be shrunk continuously
to a point inside the space, without being obstructed by a hole. On a ring-shaped
surface there are closed curves which run through the hole of the ring and so wind
round the ring at least once. These cannot be shrunk to a point inside the surface.
On the other hand, all closed curves on a sphere can be shrunk to a point.

In the last three decades, the combined efforts of many mathematicians, and in
particular the ingenious insights of Thurston, Hamilton and Perelman, have not
only confirmed the Poincaré Conjecture, but have even led to a complete clas-
sification of closed three-dimensional spaces. It turned out, that all closed three-
dimensional spaces can be described in terms of the eight homogeneous model spaces
(this was originally a conjecture of Thurston’s at the beginning of the eighties). This
means, inter alia, that the assumption of spatial homogeneity in cosmology imposes
no essential constraints regarding the global shape of our universe. We have thus
understood all theoretical possibilities for the structure of our space. The solution
of this problem without doubt can be regarded as one of the greatest scientific
achievements of all time.

Interestingly, the proof of this classification depends to a great extent on methods
from the theory of heat diffusion. As with the solution of most great mathematical
problems, the many connections to other areas of mathematics were not foreseen
at the time of the formulation of the conjectures of Poincaré and Thurston. In
this article, we shall attempt to explain some of the fundamental ideas of this
development. Many of the ideas and illustrations used here have been borrowed
from the books of Weeks [We] and Thurston [Th]. We recommend these books to
our readers to deepen their understanding.

This article is dedicated to my daughter Eva.

2. Geometry and Topology of Surfaces

Let us begin with the geometry of plane curves.
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The curvature of a circle is defined as the reciprocal of its radius. The smaller
the radius the larger the curvature. The curvature of a sufficiently smooth planar
curve Γ at a point p is then defined as the curvature of the osculating circle to Γ
at this point. This is the circle that fits the curve optimally at the point p, as in
the picture above (we leave the formulation of a precise definition of the notion
of an osculating circle as an exercise for the reader). Expressed in the language
of physics, the curvature is the acceleration experienced when one traverses the
curve with velocity one. Let τ be the tangent vector of length one pointing in the
direction of our movement along the curve. We then choose the orientation of a
normal vector ν (this too has length one) as shown in the picture above, and agree
on the following sign convention: If the curve bends in the direction of ν it has
positive curvature, while if it bends away from ν the curvature is negative.

The shortest path between two points in the plane, a line segment, has curvature
zero. The same is true for the shortest curve joining two points on a surface in space.
These are called geodesics. Curvature zero here means that as seen from inside
the surface the curve bends neither to the right nor to the left as it is traversed.
Expressed again in terms of physics, this says that inside the surface no force of
acceleration is felt when traversing the curve at constant velocity. On the sphere S2

such curves are segments of great circles, that is, circles with centre at the centre
of the sphere. However, the curve bends within the ambient Euclidean space. But
this is of course caused by the curvature of the sphere within this ambient space.
One might say there is a force of acceleration normal (perpendicular) to the surface
which ensures that the curve remains on the surface. One calls this the normal
curvature of the curve. For great circles, which have curvature zero within the
sphere, this normal curvature is the reciprocal of the radius of the sphere.

The situation is somewhat more complex for surfaces. The reader may hopefully
intuitively associate the following surfaces with the notions of positive, negative or
zero curvature.
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On a positively curved surface (such as a sphere, the surface of a solid ball) the angle
sum of a triangle is greater than π (180◦), on a negatively curved surfaces (such as a
saddle) the angle sum is smaller than π, and on the plane it equals π. By a triangle
one here understands a piece of the surface bordered by three geodesic segments. To
determine the value of the curvature at a given point p on a surface S one computes
the “infinitesimal” angle sum deviation from π, which one can define by a suitable
limiting process obtained by considering ever shrinking triangles descending to p.
If the curvature is equal to one at all points of S the geometry of the surface is
called spherical, if the curvature is minus one, hyperbolic, and if the curvature is zero
it is called Euclidean or flat. If one stretches an equilateral triangle on a sphere,
uniformly in all directions, its angle sum becomes steadily larger, while on a saddle
surface it becomes smaller.

Surfaces with spherical geometry can be represented easily in an ambient three-
dimensional space, although this is not needed for their description, as every math-
ematically educated Flatlander knows (see [A]). The same is true for some sur-
faces with flat geometry, like the Euclidean plane, for example. For surfaces with
hyperbolic geometry a representation in R3 is not possible without distortion or
introducing a surface boundary. To see this, we first have to understand how one
measures the curvature of a surface from outside (extrinsically) instead of from
within the surface (intrinsically).

Given a surface S we consider all planes containing the normal vector ν at a
fixed point p of S. These intersect S along curves through p. We determine their
curvature at this point within the plane as we have learned to do for planar curves.
This yields their normal curvature at p as mentioned above. It is clear that among
these infinitely many curves (one for each plane direction) there is at least one with
minimal and one with maximal normal curvature at p. These curvatures are called
the principal curvatures of S at this point and are denoted by k1 and k2. Moreover,
if these are different the corresponding curves intersect at a right angle (as depicted
on the left in the next diagram). In contrast to our earlier concept of curvature,
defined intrinsically by angle sums, the principal curvatures are determined by
means of the normal vectors, that is with the help of the ambient space.
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The Theorema egregium of Gauß states that the intrinsic curvature K of a surface
in three-dimensional Euclidean space is equal to the product of the two extrinsic
principal curvatures k1 and k2. The signs of the principal curvatures depend on the
choice of the normal, but the Gaussian curvature K, as product of these, does not.

The above cylinder is flat. We see from outside the cylinder that one of the
principal curvatures is zero since it measures the normal curvature in the direction
of the cylinder axis. Hence K is also zero. From within the cylinder surface one can
tell that K is zero since the angle sum of a triangle is not affected when we generate
the cylinder by “rolling up” a planar strip. Cylinder inhabitants cannot detect the
rolling up process, at least not by carrying out local experiments. That they are
not inside a plane will become clear to them only when, on walking straight ahead
along a suitable geodesic within the surface (such as the circle above), they will
eventually return to their starting point.

We say that a surface is isometrically embedded in the Euclidean space R3 if it
can be represented in R3 without distortions, self-intersections, or introducing a
boundary. In particular, its original Gaussian curvature will be the same as that of
its image in R3. The latter is then naturally the product of the principal curvatures
of the image. We shall shortly meet (abstractly defined) surfaces which cannot be
embedded isometrically in R3.

An example is the hyperbolic plane H2, which can be described as follows in
terms of the Poincaré disk. Consider the open unit disk in the Euclidean plane,
the set of all points in the plane whose distance from the origin is less than one.
While the length of a segment in the Euclidean plane is independent of the point
from where it is measured, in hyperbolic space (here represented as the Poincaré
disk) at a point p = (p1, p2) the Euclidean length

|v| =
√
v2
1 + v2

2

of a vector (directed segment) v = (v1, v2) has to be multiplied by the reciprocal of
2(1− |p|2). As a consequence, lengths of segments become larger the closer we get
to the boundary of the unit disk, that is, as

|p| =
√
p2
1 + p2

2 ,

the (Euclidean) distance of the point p from the origin, approaches the value one.
The boundary of the disk has thus moved infinitely far away – to its inhabitants
the disk appears infinitely spread out. This is why it is also called the hyperbolic
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plane. Its curvature (computed from the angle sums of geodesic triangles) is equal
to −1.

It is, moreover, easy to see that the hyperbolic scalar product of two vectors
v = (v1, v2) and w = (w1, w2) at a point p in the disk is related to the Euclidean
scalar product 〈v, w〉R2 = v1w1 + v2w2 by the formula

〈v, w〉H2 =
1
4
〈v, w〉R2

(1− |p|2)2
,

using the above conversion rules for segments. To see this, we use the relation
|v|2 = 〈v, v〉 and the quadratic formula

〈v, w〉 =
1
2
(
|v + w|2 − |v|2 − |w|2

)
,

which holds for 〈v, w〉H2 as for 〈v, w〉R2 .
Geodesics in the hyperbolic plane appear as in the following picture.

One can convince oneself (exercise for the reader) that in the hyperbolic plane there
are regular hexagons (whose sides are geodesics of the same length) having only
right angles (as in the right drawing), since the angles of a regular hexagon, which
measure 120◦ in the Euclidean plane, become smaller as we enlarge the hexagon
uniformly in all directions. At infinity the angles become zero. The hyperbolic
plane cannot be embedded isometrically into the three-dimensional Euclidean space
without introducing a boundary.

A quotient of H2, the pseudosphere, can be represented in R3. This surface
has curvature K = −1, the same as H2. Quotients of H2 (mathematically more
precisely, quotients by a discrete proper discontinuous group Γ acting on H2 [Th]),
often denoted by H2/Γ, have the following properties, among others: Locally they
have the same geometry as H2, but their global shape can be different from that
of H2. That is, the surface need not, in contrast to H2, be simply connected, which
means that there can be non-contractible closed curves (e. g. the circles in the next
picture; we shall discuss this more closely). The name pseudosphere derives from
the analogy with the surface of a ball of radius one, having curvature K = 1, called
the unit sphere by mathematicians, and denoted by S2.
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The left circular boundary of the pseudosphere is necessary for its representation in
three-dimensional Euclidean space. This boundary cannot be seen by inhabitants
of the surface, since distances increase indefinitely as one moves in the direction of
the boundary. Moreover, one measures the same curvature values from outside and
from inside the surface, which means that the hyperbolic plane H2 as defined above
abstractly (without embedding it in R3) and the pseudosphere are locally isometric
(have locally identical intrinsic geometry).

The pseudosphere is a surface of revolution, that is, it is generated by rotating
a curve (called the generating curve) around an axis, in this case the z-axis in
R3. The curve is described by a function h which corresponds to the height of
the curve over the z-axis. The magnitude h(z) is at the same time the radius of
the circle generated in the xy-plane by the rotation above the point z. The above
angle γ between the horizontal and the unit normal ν naturally depends on z too,
since the normal depends on z. The condition K = −1 then leads to an ordinary
differential equation for h, from which one deduces that h(z) looks roughly like e−z.
The principal curvatures behave as follows: k1(z) is not the curvature of the circle
with radius h(z), since this circle does not lie in a normal plane (i. e. in a plane
containing ν), except when ν is parallel to the z-axis, i.e. for z = 0. The correction
factor can be computed in terms of the angle γ(z) (see picture above). According
to our sign convention this curvature is always negative: it tends to minus infinity
as z tends to infinity, and to zero as z tends to zero. On the other hand, k2(z) is
exactly the curvature of the generating curve, so in the case of the pseudosphere it
is everywhere positive, and tends to zero as z tends to infinity, and to infinity as z
tends to zero.

In contrast to the cylinder or to a piece of a cylinder, closed surfaces with zero
curvature cannot be represented isometrically in R3, i. e. without distortion. One
calls a surface closed if it is of finite extent and has no boundary. Surfaces without
boundary in Euclidean space R3, for example, have finite extent if they can be
contained within a sphere (the radius of the sphere is of no importance). For a
general two-dimensional manifold (which include all surfaces without boundary in
R3) closedness is defined more generally and abstractly (the mathematical term is
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compactness). The pseudosphere, the Euclidean plane and the infinite cylinder are
not compact.

An example of a closed surface with zero curvature is the flat torus T 2:

By rolling up a planar square in a third space direction and then gluing (ab-
stractly, identifying the corresponding edges) one obtains a piece of cylinder like
on the right in the above picture. This step does not introduce any internal curva-
ture. But if one now wants to glue the boundary circles of the cylinder together to
produce a torus (the surface of a tire, with one “hole” ) one has to distort angles
and distances. One obtains the usual torus in R3, a closed surface having points
of negative curvature, of positive curvature, and of zero curvature. The Euclidean
geometry is changed by the second rolling up process. If, however, one had a fourth
direction available to roll the cylinder up in, this could be done without introducing
curvature. This would then yield the so-called flat torus, which, as seen intrinsi-
cally (from within the surface), cannot be distinguished locally from the Euclidean
plane, but only by traversing certain geodesics, in this case the two circles indicated
above. We shall investigate this more closely soon. Incidentally, the flat torus is a
quotient (see above) of the Euclidean plane.

The space of n-tuples (triples, quadruples, quintuples, . . . , n-tuples) of real num-
bers (x1, x2, . . . , xn) is called n-dimensional Euclidean space or simply Rn. For
n > 3 this is the higher dimensional analogue of the real axis R with elements
x, the Euclidean plane R2 of pairs (x, y) of real numbers, and of “our” Euclidean
space R3, whose number triples are usually denoted by (x, y, z). The three inde-
pendent “directions” x, y and z are often referred to as right/left, front/behind, and
above/below.

In R4, which houses the true to scale (undistorted) version of the flat torus,
there is an additional (space) direction, as compared to R3, which one may say is
perpendicular to R3. This extra dimension can also be thought of as time or some
other parameter that may vary independently of our spatial parameters x, y and
z. In Rn, one has n independent parameters, like, for example, our three space
directions, time, temperature, air pressure, sound volume, etc.
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These parameters may also describe angles and radii. In R2, every point is of
the form (x, y) = (x1, x2) = (r cos θ, r sin θ) where θ is an angle between 0◦ and
360◦ and r is a positive radius. Points on the unit circle are thus of the form
(x1, x2) = (cos θ, sin θ).

With the help of the two circles above, which are generated by the transformation
of a square into a flat torus, one can then describe the latter also analytically. The
formula for a point on T 2 in the four-dimensional space R4 is

(cos θ, sin θ, cosϕ, sinϕ),

where the angles θ and ϕ run between the values 0 and 2π (360◦), and so (since the
angles θ and ϕ vary independently of each other) describe two independent planar
unit circles, each denoted by S1, each lying in its own plane (the x1x2-plane and
x3x4-plane) (see below).

Since the torus is thus the set of pairs of points on two circles, one also denotes
it by S1 × S1. Analogously, one denotes the truncated cylinder (piece of cylinder)
in the previous figure by S1 × I. The factor I denotes the “straight” direction
(determined by the horizontal sides of the square which by gluing become a segment
on the cylinder). An infinite cylinder is denoted by S1 × R.

An essential difference between S2 (the unit sphere) and T 2 (the flat torus) is
that the first is simply connected while the latter is not. A surfaces S is called
simply connected if every closed curve on S can be contracted continuously (inside
S!) to a point of S. This cannot be done on the torus for the two curves shown in
the next picture. Incidentally, also the Euclidean plane and the flat torus T 2 are
different in an essential way, in that the plane is simply connected, and the torus
is not.
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Let us place ourselves in the situation of inhabitants of the flat torus. These are two-
dimensional (flat) intelligent living creatures on the torus. Two-dimensional here
means that they have no perception of height over the torus, so, in particular, can
have no direct awareness that the torus really lies inside a four-dimensional space,
R4. (Torus inhabitants who are able to imagine this possibility are already doing
mathematics.) These inhabitants cannot distinguish whether they live on a flat
torus or on a plane by local experiments (e.g. measurements of lengths and angles,
angle sums in triangles, etc.). Scientists on the torus can detect the difference only
by carrying out certain “global” experiments.

An example is the following animal experiment: A (flat) experimenter goes for
a walk accompanied by a (flat) dog. The dog is attached to an (arbitrarily long)
leash whose other end is attached somewhere at the starting point of the expedition.
When the experimenter returns with his dog to the starting point there are two
possibilities: If he has gone through or around the hole of the torus, for example
along one of the two circles above (the torus inhabitants cannot see the hole since
they would need at least three-dimensional perceptional abilities for this), he will
not be able to pull the leash together while holding both ends. He cannot do this
even if the leash has not been caught on trees, pedestrians, or other various possible
obstacles. The torus itself (the “universe” of the torus inhabitant) is the obstacle!
One must let go of one end in order to “reel in” the leash.

If, however, they have only walked in a circle around their starting point (in the
plane and on the sphere all closed curves without self-intersections are of this type,
as, for example in the picture above, left) the leash can be reeled in while holding
on to both ends. In the books Flatland [A] and The Shape of Space [We] more
experiments of a similar nature are described in detail and beautifully illustrated.

We say that two closed surfaces have the same shape or topology if one can be
deformed continuously into the other and if this process is also reversible. The
geometry of the surface is allowed to change under the deformation. This means
that one can alter distances and angles arbitrarily. But one is not allowed to cut
anywhere or to drill holes into the surface. Moreover, whatever is done must be
reversible by a continuous deformation. For example, one can very easily squeeze
a full torus made of modelling clay in a continuous movement into a clay ball; but
to turn the ball back into the torus one has to make a hole somewhere in the clay,
but this is a forbidden operation. Thus the torus T 2 and the sphere S2 do not have
the same shape (topology).
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Two surfaces with the same topology are also called topologically equivalent (or
topologically identical). For example, the surfaces of a cube and a ball (the sphere)
are topologically equivalent. A simply connected surface cannot be topologically
equivalent to a surface which is not simply connected (exercise for the reader).

If one wants to turn a torus into a sphere one must first cut it along a suitable
circle, topologically an S1 (as in the next picture), and attach caps to the ends. A
cap is topologically equivalent to a disk B2 (also called a two-dimensional ball). Its
boundary is a circle, an S1. The remaining transformation into the round sphere is
then achieved by a continuous (reversible) deformation (as in the lower row of our
next picture). As already mentioned, the preservation of distances does not play
any role here, that is, the geometry is allowed to change.

In an analogous way one can turn a surface with two or more holes, into a surface
with one less hole, for instance a pretzel shaped surface into a torus. Mathemati-
cians refer tellingly to this simplification process for the topology of a surface as
surgery.
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Conversely, one obtains the torus from the sphere by attaching a (hollow, two-
dimensional) handle, topologically a piece of cylinder. One first removes two
disks B2 from the surface (as in the picture above) then fits the ends of the handle
into the holes. These ends and the boundaries of the excised disks are topologically
equivalent to the circle S1. The pieces thus fit together topologically. The transfor-
mation into the standard torus can now be achieved by a deformation. The reader
should work this out how for herself (Hint: use modelling clay).

In a completely analogous way one obtains a surface with two holes (a pretzel)
by attaching two tori to each other along circles produced by excising two disks
(see below).

Bread rolls (without a hole), bagels (with one hole) and pretzels (with two holes) do
not just taste differently, but are also mathematically completely distinct. Mathe-
maticians call this process (shown in the last two pictures) of going from a simpler
topology (fewer holes) to a more complicated one (more holes) the formation of a
connected sum. The surface produced by attaching two tori to each other is denoted
by T 2#T 2.

One can continue to add more tori and so produce topologically arbitrarily
complicated surfaces. The number of handles corresponds exactly to the num-
ber of holes. A surface with three holes, for example, is topologically of the form
T 2#T 2#T 2. The number of tori (handles or holes) is called the genus of the surface,
and is usually denoted by the letter g.

We now turn to the classification of all possible structures (geometric and topo-
logical) for two-dimensional closed surfaces. The flat torus, for example, is flat only
when it is embedded inside four-dimensional space. What is important, however,
is that it is topologically equivalent to our usual (ring-shaped) torus. But these
two tori are not geometrically equivalent (locally isometric) as we have discussed
already.

To make our task a little easier, and in order not to exceed the scope of this
article, we shall consider only orientable surfaces. We refer the reader to [Th] and
[We] for a description of the classification of non-orientable surfaces.

A surface is called orientable if it is not possible for a person to return right-left
reversed (that is with right and left hand interchanged) from a journey inside the
surface. Such a journey is possible on the following surface, called the Klein bottle
K2. The surface is thus non-orientable. This last expression is the mathematical
terminology for not orientable (rather than unorientable).

A (flat) mathematician sets out on a journey equipped only with his black-
board and an unrestricted supply of coffee. His colleague remains behind with his
own blackboard. Both blackboards show a two-dimensional coordinate system, the
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x-direction pointing right as usual, but the y-direction forwards (in the walking
direction of the travelling mathematician instead of upwards, as on a wall-mounted
blackboard in our world (in a flat world one cannot place a two-dimensional black-
board vertically, but one can say “above” instead of “forwards”, if one prefers).

If the mathematician walks as shown in the picture he will return to the starting
point with his coordinate system right-left reversed: The x-direction now points to
the left. His hands, too, are interchanged. This is because the Klein bottle has
only one side. If the mathematician repeats his journey everything will return to
its original state i.e. as it was before the beginning of the first journey.

Unfortunately, K2 can be represented in its true to scale form (can be isomet-
rically embedded) only in the four-dimensional space R4, just like the flat torus.
Essential information gets lost if we force (project) K2 into our space R3, as an
individual shadow of an object cannot give a complete impression of the whole
object. Nonorientability nevertheless remains preserved under projection into R3.

One obtains K2 in a similar way to T 2 by gluing together the two circular ends of
a piece of cylinder. In the case of the torus one end of the cylinder meets the other
end from the outside (as seen in our space). For the Klein bottle one cylinder end
meets the other from the inside. In our three-dimensional space this can be done
only if the cylinder intersects itself (as in the drawing above). If another dimension
were available, as in R4, this could be done without self-intersections. Our object
has an appearance similar to a bottle, but one whose mouth passes from inside
the bottle into the base. This surface has only one side, that is, neither an inte-
rior nor an exterior. In R4, this last description is meaningless. Two-dimensional
closed surfaces in four-dimensional space should be imagined as analogues of (one-
dimensional) closed curves in our three-dimensional space. Closed curves in space
also have neither an interior nor an exterior. Closed curves in the plane, however,
have an interior and an exterior, the latter being planar regions.

One of the most important theorems in the theory of closed two-dimensional
manifolds, such as, for example, surfaces in R3, is the Gauß-Bonnet formula.
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It relates the topology of a closed surface, determined by its genus g, to its geometry,
represented by the surface integral of its curvature K, proportional to a kind of
average of the curvature over the whole surface. The formula implies that the
average of the curvature of a genus zero surface must be positive, on a genus one
surface it is zero, and on all surfaces of higher genus it is negative. This means that
only surfaces of spherical type can support spherical geometry, that is, can have
curvature everywhere equal to one. Only tori can be flat, like, for example, our
flat torus encountered earlier. Closed surfaces of genus greater than one, and only
those, admit hyperbolic geometry.

A theorem from topology asserts that all closed orientable surfaces can be repre-
sented as connected sums of tori [We]. This is a topological classification of closed
orientable surfaces.

The sphere is the only simply connected surface among those. Two surfaces with
different genus cannot be deformed into one another. A transformation between
such surfaces can only be achieved through surgery or by forming connected sums.

We have already seen, in the case of the flat torus, how one can visualize flat
geometry on a closed surface. From the above representation of surfaces with
genus greater than one we can, however, not easily see directly that they support
hyperbolic geometry, since the latter is destroyed (distorted) by the embedding of
the surface into R3. In order to visualize closed surfaces with hyperbolic geometry
we have borrowed the following example from [We] and simplified it a little:
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To begin with, we observe that the above surface of genus g = 2 is made up of four
hexagons (two in front, two at the back) which all meet at right angles at each of
the six vertices. One of the hexagons is depicted separately in the next picture.
We deform it into a regular right angled hexagon in the hyperbolic plane H2 (that
is one with equal geodesic side lengths). We do the same to the other hexagons of
course.

In the Euclidean plane regular hexagons have angles of 120◦ and can therefore
meet only three at a time around a vertex. Hyperbolic regular hexagons which
have angles of 90◦ can, however, be arranged to meet in groups of four around any
vertex, exactly like Euclidean squares.
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We now glue these four hexagons, which all carry hyperbolic geometry, back to-
gether along the numbered edges, exactly as they had previously formed our original
surface of genus two, as shown in the identification scheme above. By “gluing” we
mean abstract identification of the corresponding edges so that the hyperbolic ge-
ometry does not get distorted. This cannot be accomplished in three-dimensional
Euclidean space. One therefore proceeds as for the square (which becomes a flat
torus after two gluings). The abstract surface so obtained is topologically equiv-
alent to our surface of genus two, that is, it can be deformed into it continuously
and this process is reversible. The difference is only that the latter has lost its
hyperbolic structure from being “squashed” into R3.

The uniformization theorem states that every closed surface can be endowed
with one of the three geometries: spherical geometry for surfaces of genus zero,
Euclidean geometry for surfaces of genus one, and hyperbolic geometry for surfaces
of higher genus. One can even deform any given geometry in a canonical way,
namely by a heat diffusion process, into one of the three model geometries. We
shall explain this process in more detail later.

3. Geometry and Topology of Three-dimensional Spaces

A three-dimensional space M , also called a 3-manifold, is topologically equivalent
in the neighbourhood of each point p to our three-dimensional Euclidean space R3,
that is, can be deformed into it by a reversible deformation. This means, that
every point in this neighborhood can be described by a coordinate triple, a vector
in R3. For example, the coordinate triple (1, 2, 3) denotes the point in R3 which
one reaches from the origin (0, 0, 0) (which denotes the point p in M) by going one
unit of length in the x-direction, two in the y-direction and three in the z-direction.
The three coordinates may, for example, be angles, and so parametrize rotations,
just as one can describe the sphere S2 or the flat torus with two angles.
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Infinitesimally (at infinite magnification) around the point p the manifold looks
like R3; that is, one obtains all directions into which one can move inside the
manifold starting from p. This “direction space” is also called the tangent space
TpM of M at the point p. It is the three-dimensional analogue of the tangent plane
to a surface.

Most 3-manifolds are not easy to visualize. Inhabitants of a three-dimensional
manifold (like, for example, mankind inside a three-dimensional curved universe)
cannot perceive directly whether their space lies inside a higher-dimensional non-
curved space. This is analogous to two-dimensional inhabitants of a sphere being
unable to see the ambient R3, and living creatures on the flat torus being unable
to see the ambient R4.

We have to work with analogies, which we may come up with, for instance,
by placing ourselves in the position of two-dimensional creatures who attempt to
imagine our three-dimensional world. Methods which these creatures may apply
to determine whether they live in a flat or a curved world, on a simply connected
sphere or on a torus surface, can often be translated into our three-dimensional
world in order to understand the structure of higher-dimensional spaces.

Let us consider an example. On the left in our picture one can see how from a one-
dimensional “cube”, an interval, one can can generate a two-dimensional “cube”,
also called a square: One joins two segments at all their points, or simply just at the
end points, to obtain the boundary of the square. To explain a three-dimensional
cube to a two-dimensional creature one joins two two-dimensional cubes with line
segments as in the picture above in the middle. The resulting drawing looks like
a bad perspective representation of a cube. Beneath it we see our usual perspec-
tive representation of a cube. One can proceed analogously to develop an intuitive
concept of a four-dimensional cube. We place one three-dimensional cube inside an-
other one (or represent them separately in some other way) and then join their ver-
tices with lines as in the very right of our picture. Here we see the one-dimensional
skeleton of the four dimensional cube. The four-dimensional cube is bordered by
three-dimensional cubes, just as the square is bordered by intervals and the three-
dimensional cube by squares. This so-called boundary of the four-dimensional cube
is an example of a three-dimensional closed manifold.
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A further example of a closed 3-manifold is the torus T 3 which is obtained by
identifying the opposite sides of a three-dimensional cube with one another. This
torus is a quotient of R3 and thus also flat, but it is not simply connected. It is the
three-dimensional analogue of the flat torus T 2 = S1 × S1 obtained by identifying
the opposite sides of a square. The flat T 2 can be represented true to scale in R4

(isometrically embedded). In which Rn can T 3 be isometrically embedded?
The three-dimensional sphere S3 is the set of all points in four-dimensional Eu-

clidean space at distance one from the origin. It is thus the surface (boundary) of
a four-dimensional solid ball of radius one. Of course, one may choose an arbitrary
radius r, in which case one calls the object S3

r . Exactly as cross-sections of the
two-dimensional sphere (by planes containing the centre of the sphere) consist of
great circles (equator S1), so do the corresponding cross-sections of an S3 consist
of two-dimensional spheres S2. But one can also describe S3 by three angle coor-
dinates, for example by considering S2 in R3, already described by two angles, and
adding in a further rotation in R4 with respect to a third angle.
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An S2 × I is a piece of cylinder in R4 which has two-dimensional spheres as
cross-sections. Here I denotes an interval (a segment), that is I = (a, b), the set
of all numbers lying between a and b (where 0 < a < b). Topologically one can
represent this three-dimensional object also as a spherical shell of thickness b − a,
or, in other words, as the space between two spheres, one lying inside the other,
the smaller of radius a and the larger of radius b. Just as a circular ring is topolog-
ically equivalent to a piece of cylinder, a spherical shell is topologically equivalent
to S2×I, as shown in the above picture. In which Rn does S2×I lie isometrically?

Unlike for a surface, a single curvature is not sufficient to determine the geometry
of a 3-manifold. There are three independent “surface directions” passing through
every point of a three-dimensional manifold M . These can for instance be deter-
mined by the three standard plane directions (xy-plane, xz-plane and yz-plane) in
the tangent space TpM (this is simply a Euclidean R3). In each of these “plane
directions” one can consider a suitable local two-dimensional cross-section of M ,
e. g. a kind of quadrilateral bordered by geodesics. This cross-section is a piece of
surface in M containing p. We now compute the Gaussian curvature of this piece of
surface at the points p exactly as before, namely by measuring the angle deviation
from π of geodesic triangles. In each of the canonical plane directions, denoted
by the pairs of orthogonal unit vectors (e1, e2), (e1, e3) and (e2, e3), one obtains a
sectional curvature at the point p. These will be denoted by K12,K13 and K23.

A 3-manifold is called homogeneous if the triple of sectional curvatures is in-
dependent of the point in the manifold. On such a manifold, the geometry looks
the same everywhere. If the individual sectional curvatures at a point are even
independent of the plane directions then the manifold is called isotropic. Isotropic
geometry is thus independent of the direction in which we look. Interestingly, di-
rectional independence of the sectional curvatures at every point also implies their
independence of the base point.
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Just as S2
r has two orthogonal circles S1

r through the North pole N = (0, 0, 1) ∈ R3

as cross-sections, so does S3
r , the three-dimensional sphere with radius r (the bound-

ary of a four-dimensional sphere of radius r) have three orthogonal two-dimensional
S2
r as local cross-sections (in R4). This is shown in the picture above at the north

pole N = (0, 0, 0, 1) of S3
r in R4. Here, the e4-axis in R4 is normal (perpendicular)

to our 3-sphere, and the tangent space is specified by our usual triad (an orthogonal
triple of vectors of length one) {e1, e2, e3} in R3. The 2-spheres S2

r have Gaussian
curvature equal to 1/r2. All sectional curvatures of S3

r are therefore equal to 1/r2.
Therefore S3

r is isotropic.

The three-dimensional truncated cylinder S2
r×I (above right in the next picture)

has two local cylinder shaped local cross-sections. These are both flat. The analo-
gous two-dimensional situation is depicted on the left (a one-dimensional cylinder
piece consists of two parallel segments). The third plane in the tangent space is
tangential to an S2

r . This local cross-section thus has curvature 1/r2. Hence the
three sectional curvatures at each point are 1/r2, 0 and 0. Thus S2 × I is homoge-
neous but not isotropic. The same is true for the infinite cylinder S2 × R and its
quotient S2

r × S1
ρ . A circle, independently of its radius, has no intrinsic (internal)

curvature.

A graphical representation of the 3-manifold T 2×I is given in the upper row of the
next picture in which S1 × I × I, a thick walled, but hollow, piece of cable is glued
together at its circular ends. The interval which is left over after the gluing (strictly
speaking, this interval should actually be indicated by a red I in the third drawing
in the upper row, as it corresponds to the red I in the previous two pictures), points
in the direction of the cylinder radius. The respective local cross-sections parallel
and perpendicular to the direction of the cable are shown underneath. All sectional
curvatures of T 2 × I are equal to zero. The local cross-sections are a piece of the
torus T 2 and two cylinder pieces S1 × I, which are all flat.
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T 2 × I, and with it T 2 ×R, the infinite cylinder over the torus, is also flat but not
simply connected, since a circle which passes through the hole of the torus cannot
be contracted to a point in T 2 × R,

but Euclidean space R3

is flat and simply connected.

There are three homogeneous surfaces, S2, H2 and R2. These serve as geometric
standard models. Their three-dimensional analogoues S3, H3 and R3 are not the
only homogeneous geometries in three dimensions, as we have already seen from
our examples. But they are the only isotropic ones.
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Thurston [Th] formulated several natural properties which one ought to expect of
a three-dimensional geometric standard model in addition to homogeneity. Among
them is simple connectedness. Every manifold possesses a so-called universal cover
which has the same geometry as this manifold but is simply connected. For example,
R3 is the universal cover of T 2 × R.

Moreover, he postulated maximal symmetry. This can be explained most easily
in terms of an example (for a mathematically precise definition we refer the reader
to [Th]): Consider only the symmetries of R3 which transform an arbitrary but fixed
plane (e. g. the xy-plane) into itself. For instance, rotations around the z-axis. This
symmetry group (a subgroup of the full symmetry group of R3) is also called the
symmetry group of the space R2 × R. The geometric R3 is more symmetric than
the geometric R2 × R. Since they are topologically equivalent, and both are also
homogeneous, Thurston chose only R3 for his list.

A further required property is the existence of a closed quotient for each model
manifold, since we want to model closed manifolds. The torus T 3 is a closed quotient
of R3, and S2 × S1 is a closed quotient of S2 × R.

The last condition we want to mention would, when formulated in the two-
dimensional case, exclude surfaces which admit only non-compact symmetries. An
example is the helicoid (staircase) surface in R3 for which a rotation and translation
transforms the non-compact (meaning non-closed here) helix curve into itself. In
contrast, all circles (these are closed curves) on the cylinder are fixed under rotation
around the cylinder axis. So on the cylinder compact symmetries are possible. It
therefore satisfies this last condition.

Thurston [Th] showed that there are exactly eight three-dimensional homoge-
neous spaces, called model geometries, which have these properties. He conjec-
tured that these eight 3-manifolds form locally the building blocks for all closed
3-manifolds.

We have already presented the first four. H2 × R is a three-dimensional homoge-
neous space whose cross-sections are hyperbolic planes. In contrast to H3, whose
curvatures are −1 everywhere, H2 ×R has sectional curvatures −1, 0, 0. The other
three are more difficult to visualize. Nil, also called the Heisenberg group, is a kind
of twisted version of R2 ×R, which can be visualized roughly as represented in the
picture for a twisted version of R× R (see [We]).

In an analogous way ˜SL(2,R) is a twisted version of H2 × R. Here SL(2,R)
denotes the group of all isometries (mappings which preserve lengths) of H2, and
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˜SL(2,R) its universal cover. Sol can be imagined in some way as a certain torus
bundle over S1, thus locally as a kind of three-dimensional “tire” whose local cross-
sections are two-dimensional tori. However, S1 × T 2 is not permitted, since the
geometry of the tori along the S1 must vary in a certain well-specified way in order
to yield Sol (see [Th]).

Incidentally, for physical reasons cosmologists list R3 and R2 × R separately, in
contrast to Thurston. One can find out more about this under the key phrase nine
Bianchi classes.

As in the two-dimensional case we shall for simplicity consider only orientable 3-
manifolds. Orientability is defined similarly to how it is defined in two dimensions:
For example, after returning from a journey no three-dimensional xyz-triad should
become a yxz-triad. This means that the roles of x and y must not be interchanged
after the journey, except in the case where also the direction of the z-axis has
changed. In the latter case one can recover the original triad by a simple rotation.

Thurston’s Geometrization Conjecture [Th]. Every closed orientable three-
dimensional manifold can be decomposed along two-dimensional spheres and in-
compressible 2-dimensional tori so that, after filling the S2-boundaries that have
appeared with three-dimensional (solid)-balls B3, one obtains finitely many mani-
fold pieces each of which admit exactly one of the eight model geometries.

More precisely, the pieces appear locally like one of the eight model geometries, up
to group actions, such as identification (gluing), which, for example, transforms R3

into T 2×R or T 3, and S2×R into S2×S1. None of the model geometries is closed,
except for S3. All are simply connected (one sees this most simply for S2×R from
the spherical shell representation). After some additional thought one concludes
that if the Geometrization Conjecture is valid then so is the Poincaré Conjecture:

Poincaré Conjecture [Po]. Every closed simply connected 3-dimensional manifold
is topologically an S3.

The following picture conveys an intuitive idea of the notion of an incompressible
torus.

The circle looped around the torus in the left drawing can be contracted (com-
pressed) to a point in the ambient R3 but not on the torus itself. The circle in the
right drawing is neither contractible on the torus nor in the ambient 3-manifold M
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(which is topologically equivalent to T 2×R). In a certain sense the torus represents
the topology of M .

We shall illustrate the expressions decompose and fill with solid balls B3 graph-
ically. A “cap” B3 (solid ball) has an S2 (sphere) as its boundary, so fits exactly
into one of the holes in the manifold obtained by cutting it along an S2.

Performing these two operations one after the other is referred to as surgery.
The reverse process is called forming a connected sum. We have already seen
these operations performed on surfaces. By surgery we had reduced a topologically
complicated surface like the torus into a topologically simpler one like the sphere.
By forming connected sums we had formed arbitrary surfaces from tori.

We might obtain a better intuitive understanding of this three-dimensional process
if instead of cutting out we were to use the expression “scooping out” or, even
better, “punching out”. One might, for example, imagine how one “scoops out” a
ball of ice cream (the 3-manifold B3) with an ice cream spoon from the total amount
of ice cream in a container (also a 3-manifold of the form B3). One of the spheres S2

is the surface of a ball of ice cream, the other is the surface of the “hollow” left
in the container. But this comparison has a slight blemish. The hollow is really a
hole (an “absent ball” B3) in the total quantity of ice cream in the container and
lies under the surface of the ice cream, so is not visible to us. A four-dimensional
lover of ice cream can obtain his ball of ice cream completely unnoticed by us. This
is because the ice cream container has a kind of “flat” appearance to him, like an
infinitely thin slice, just as the “two-dimensional ball ” B2 (a ball for inhabitants of
the Euclidean plane) looks to us like an infinitely thin slice (that’s why we normally
refer to it as a planar disk).

The following description is mathematically more precise: If one removes from
a solid ball of radius b a concentric solid ball of radius a, where b > a, one obtains
the spherical shell S2 × I for I = (a, b), a 3-manifold which we have met before.
An example of a direct sum of two 3-manifolds is the insertion of the solid ball
with radius a into the spherical shell S2 × (a, b). This produces the original solid
ball with radius b again. The four-dimensional ice cream lover, troubled by a
bad conscience, replaces the four dimensional “slice” (three-dimensional ball) of ice
cream (unnoticed) into its original position.
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Thurston himself contributed to the solution of his conjecture by classifying the 3-
manifolds that fulfil certain additional conditions (see [Th1]-[Th4]). All hyperbolic
manifolds are among these. The final solution was based on Hamilton’s Ricci flow
program [Ha3], [CLN] which Perelman [P1], [P2], [P3] completed about six years
ago. We shall go into this in detail later.

4. Heat Diffusion and the Geometry of Curves

Let us now consider a process which gradually equalizes the curvatures along a
curve thus making it more and more circular. This process is analogous to heat
diffusion which levels out temperatures. In a certain sense, the curvature function
of a curve plays the role of a temperature distribution during the process we are
going to describe. Since the curve is simultaneously shortened during this process
it is called the curve-shortening flow.

In heat diffusion, an initial heat distribution in a heat insulated room gradually
becomes more evenly distributed. That is, higher temperatures fall and lower tem-
peratures rise, and they tend to the initial average temperature. During this pro-
cess, the time rate of change of the temperature at each point is proportional to its
spatial acceleration rate. This is described by a partial differential equation, the
heat (diffusion) equation, in which the time derivative of the temperature is equal
to the sum of its second spatial derivatives.

In the above picture a planar closed curve is moved at time t in the direction of
its normal vector at each point, the velocity corresponding to the curvature of the
curve at this point. This means that strongly curved parts of the curve move fast
and the almost flat parts change only slowly. At places with positive curvature the
curve moves inwards, at negatively curved places, outwards. The question is what
happens over a long time span.

Every curve can be parametrized by its arc length (as in the next picture), that
is, at the curve point F (s) = (x(s), y(s)) in the plane, which one also calls its
position vector, we have traversed a piece of curve of length s from the point F (0).
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In particular, the speed, i.e. |F ′(s)|, the length of the tangent vector τ = F ′(s)
to the curve, is equal to one at each point F (s). The acceleration vector F ′′(s),
which describes how the tangent changes along the curve, is then parallel to the
normal vector ν. Its length defines the curvature of the curve at the point F (s).
This yields exactly the same value for the curvature as in our definition in terms of
radii of osculating circles in section 2. The curvature is positive, according to our
sign convention, if F ′′(s) points in the same direction as ν, otherwise it is negative.
If the curve depends on arc length s and on time t, that is, our typical curve point
is of the form F (s, t), then we use partial derivatives, and our equation looks as
follows:

∂F

∂t
= kν =

∂2F

∂s2
.

This is a typical heat diffusion equation of the type we encountered at the beginning
of this section. Very importantly, in contrast to the normal heat diffusion equation,
it is nonlinear, which in this case is due to the fact that the position variable s
depends on the time variable t. This leads in general to much more complicated
phenomena than in the usual heat diffusion process, where, for example, the diffu-
sion of two different temperature distributions behaves like the diffusion of the sum
of these distributions.

If our curve is a circle then only the radius r(t) changes, according to the ordinary
differential equation

dr

dt
= −1

r
.

The minus sign arises because we are moving in the direction of the inner normal
while the position vector of the circle points outwards. One can compute from this
that, starting from an initial radius R, the radius of the circle at time t is given by
the expression r(t) =

√
R2 − 2t, and becomes zero at time T = R2/2.
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One of the most important properties of our evolution equation is the comparison
principle which states that two initially separated curves cannot touch or inter-
sect later. In particular, each closed curve has only a finite “life span”, since it
is “squashed down” by circles with shrinking radii enclosing it. An example is
given in the following sequence of pictures (see [W]):

The spiral curve contracts in finite time inside the shrinking circle, while the high
curvatures at the ends try to “uncoil” the curve . Grayson [Gr] has proved that
in a finite time the curve becomes convex (curved outwards) (a simpler proof of
this fact is due to Huisken [Hu]). Gage and Hamilton [GH] were able to show
that the curve gradually becomes rounder as it vanishes. If one considers the
normalized flow, which keeps the enclosed surface area of the curve constant, then
the curve converges in infinite time to a circle. The latter is like in heat diffusion.
The curvature (our geometric temperature) evens out more and more, until it is
constant, that is, describes a circle.

One has more possibilities for the behaviour of the curve-shortening flow of closed
curves on surfaces than in the plane [Gr]. There are curves that contract in finite
time while becoming rounder, exactly as in the plane.

If, however, one chooses a non-contractible curve, as in the above picture, it will be
deformed until its curvature inside the surface is equal to zero – the curve is then a
closed geodesic. This process takes infinitely long. It demonstrates the potential of
geometrical flows to find optimal geometric objects automatically. We shall meet
an even more impressive example in the next section.
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5. Ricci Flow, Geometrization and the Poincaré Conjecture

We next return to the three-dimensional geometries. As already remarked,
Thurston’s Conjecture, and with it the Poincaré Conjecture, have been established
with the help of a heat diffusion equation, the Ricci flow, which resembles the
curve-shortening flow in its basic structure, but is far more complicated.

The curve-shortening flow is extrinsic, since it uses the way in which the curve
lies in the plane, described by its external curvature. In the Ricci flow we consider
the manifold from inside, that is, we deform its internal geometry. As with the
curve-shortening flow, also under the Ricci flow curvatures are equalized, so that
one expects homogeneous geometries at the end, namely the eight on Thurston’s
list. The difference to the curve-shortening flow is the phenomenon that the curva-
tures can become infinitely large before they equalize. As a result, the manifold may
develop so-called singularities near which it tears apart. The latter phenomenon
is, however, to be expected, if Thurston’s conjecture is correct since one can easily
glue two or more of the eight homogeneous model geometries together (form a con-
nected sum), to obtain a manifold on which the curvatures are not homogeneously
distributed.

The geometric structure of a manifold is determined by its metric. This is a rule
for assigning a number to each pair of tangent vectors at each point of the manifold,
from which one can then compute the lengths of the vectors and the angles they
make with each other. This rule will vary over the manifold, but must do so in
a smooth fashion, that is, the metric and all its rates of change (derivatives, like
for functions) must be continuous. On a 3-manifold this metric is given at each
point by a 3×3-matrix g = (gij). This contains nine numbers arranged in a square
format:  g11 g12 g13

g21 g22 g23
g31 g32 g33


The matrix is symmetric; that is, g12 = g21, g13 = g31 and g23 = g32. The metric
is therefore described at each point by just six numbers. Assume for simplicity
that only the diagonal matrix entries g11, g22 and g33 are nonzero. One can always
achieve this at a given point by changing the coordinate system, that is, the local
description of the manifold in terms of three coordinates. This of course changes
the diagonal entries of the matrix. One then “multiplies” two tangent vectors
X = (X1, X2, X3) and Y = (Y1, Y2, Y3) as follows:

g(X,Y ) = g11X1Y1 + g22X2Y2 + g33X3Y3.

It is important that the three numbers g11, g22 and g33 are positive, since only then
is the length of each vector positive (except for the zero vector). The length is
computed as |X| =

√
g(X,X), where

g(X,X) = g11X
2
1 + g22X

2
2 + g33X

2
3 ,

and the angle α between two vectors X and Y by

cosα =
g(X,Y )√

g(X,X)g(Y, Y )
.

In the Euclidean space R3, the metric is given by the matrix (δij), whose diagonal
elements are equal to one, and all others are equal to zero. The length of a vector
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is then given by the usual expression

|X| =
√
X2

1 +X2
2 +X2

3 .

The sectional curvatures K12,K13 and K23 at each point of the manifold can be
computed from the metric, its rate of change (derivative) and acceleration (second
derivative), similarly to how the curvature of a curve is defined by the first and sec-
ond derivatives of its position vector. We furthermore consider the Ricci curvatures
which can be understood as the averages of the sectional curvatures. With respect
to a triad {e1, e2, e3} of the tangent space at a point these are given by the three
equations

R11 = K12 +K13

R22 = K12 +K23

R33 = K13 +K23.

One can define sectional curvatures and Ricci curvatures for higher-dimensional
manifolds too, but there will be fewer Ricci curvatures than sectional curvatures,
so that the latter contain more information about the geometry. The Ricci tensor
(Rij) is now defined as a certain 3× 3-matrix, symmetric just like the metric. One
can arrange by a coordinate transformation, that is, a suitable choice of the triad
{e1, e2, e3} at a fixed point, that again only the diagonal entries of the matrix are
different from zero. In this case these are exactly the Ricci curvatures. They no
longer need all be positive. For the sphere S3, for example, we have the triple
of sectional curvatures (1, 1, 1), giving the Ricci curvature triple (2, 2, 2). In the
hyperbolic space H3 all the Ricci curvatures are equal to −2, and on the cylinder
S2 × R with sectional curvatures (1, 0, 0) we have the Ricci curvatures (1, 1, 0).

Hamilton’s Ricci flow [Ha1], [CLN] is an “equation of motion” for the metric.
The latter is now considered as a function of space and time, so one can imagine it
as a deformation of some fixed metric on the manifold. We write it as (gij(x, t)),
where x is a fixed point on the manifold and t represents time. The Ricci flow now
sets the time variation of the metric equal to its spatial acceleration rate, given
by the Ricci tensor. We have 3× 3-matrices, instead of numbers, as velocities and
accelerations. In formulae:

The Ricci tensor is an appropriate notion of curvature which endows this equation
with the structure of a heat diffusion equation. As in the curve shortening flow,
the role of the temperature is played by the curvatures. Ricci flow is also a mean-
ingful process for manifolds of other dimensions. In two dimensions, there is only
one Ricci curvature, proportional to the Gaussian curvature which determines the
variation of the metric in this case. The uniformization theorem, referred to in the
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section on surfaces, can be proved with the help of this flow ([Ha2], [Ch], [CLN]).
We will not go into this any further in this article.

For a family of time-dependent spheres S3
r(t) the Ricci flow reduces to an ordinary

differential equation for the radius r(t), analogous to that for a circle moving under
the curve-shortening flow. The spheres “shrink” in finite time, as shown in the
upper row of the next picture. More precisely, under the Ricci flow all distances on
a fixed sphere shorten, until they become zero.

This last is an important point, since the Ricci flow is independent of whether
and how a manifold lies in an ambient space. It is easier to imagine the motion of
a surface in an ambient space than to intuitively grasp the notion of a variation of
its internal geometry.

Similarly, the three-dimensional cylinder S2 × R with time-dependent radius con-
tracts, intuitively speaking, to a line, namely its cylinder axis, although more slowly
than S3, since it is less curved. One of its three Ricci curvatures is zero (see above).

Hyperbolic manifolds, that is, manifolds with negative sectional curvatures, ex-
pand forever. This means that as seen from all points distances increase in all
directions. The curvatures become ever smaller and tend to zero in infinite time.

The next picture shows this for the pseudosphere, a quotient of the hyperbolic
plane H2, which moves according to the two-dimensional Ricci flow and for its
three-dimensional analogue, T 2 × R. In three dimensions, this expansion happens
a little faster than in two dimensions.
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The three-dimensional spherical “ring” S2
r × S1

ρ , the product of a sphere of radius r
with a circle of radius ρ, contracts in finite time to the circle S1

ρ (see picture above).
Here, only the sphere S2

r is curved: a circle has no internal curvature.

One can also ensure that distances do not simply tend to zero, by altering the
Ricci flow in such a way that the volume of the manifold remains constant for all
time. This modified flow is called the volume-normalized Ricci flow. Under this,
a sphere does not change at all. The ring still shrinks to a circle in finite time,

31



but more slowly. This circle, however, simultaneously expands to infinity, since
otherwise the total volume of the manifold could not be maintained.

The behaviour of homogeneous spaces is relatively easy to understand. For
arbitrary manifolds the situation is incomparably more difficult. Hamilton saw the
potential of the Ricci flow for establishing Thurston’s Geometrization Conjecture
very early, since he expected that it would effect a “curvature equalization” on the
manifold, analogously to the curve-shortening flow. Hamilton’s program was based
on the following idea:

Consider an arbitrary closed 3-manifold endowed with an arbitrary metric. One
now deforms this initial metric by means of the Ricci flow. We expect that even-
tually the curvatures will level out so that, maybe after several occurrences of
singularities followed by the manifold breaking into pieces, one obtains manifold
components on which the metric will become homogeneous, and which therefore
have to carry one of Thurston’s eight model geometries. If the initial manifold is
simply connected, these components can only be spheres which would then prove
the Poincaré conjecture.

In his first work on the Ricci flow [Ha1], in which he proposed it for the first
time, Hamilton considered 3-manifolds which have only positive Ricci curvatures.
Among the examples with homogeneous curvature only S3 fulfils this condition.
Hamilton then proved the remarkable result that for an arbitrary closed orientable
3-manifold with positive Ricci curvatures the sectional curvatures are more and
more levelled out by the normalized Ricci flow, so that the initial nonhomogeneous
metric becomes homogeneous in the limit (after infinitely long time). That is, the
geometry on the original manifold is deformed to the geometry on S3. This means,
in particular, that the original manifold must be topologically a sphere, since only
spheres can have the sectional curvatures (1, 1, 1).

On 3-manifolds which do not satisfy the Ricci curvature condition [Ha3], singu-
larities may develop under the normalized Ricci flow. Near these, one or more of
the sectional curvatures may tend to infinity, as for example on S2×S1. Intuitively
speaking, the manifold “pinches off”, and it appears as if it wants to tear apart (as
shown in the next picture).
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In order to study this situation more closely one applies a scaling method, increasing
the distances by a fixed factor, so that the curvatures remain bounded, see [Ha3].
Simultaneously, the running time of the flow has to be prolonged suitably because
now greater distances have to be bridged. If this is done correctly the scaled metric
still changes according to the Ricci flow. One observes that near the singularity
the manifold progressively looks more like a cylinder piece S2 × I, so becomes
homogeneous in this case too. There are theoretically still more possibilities to
which we shall return later.

Hamilton [Ha3] next proposed performing surgery on the manifold in the neigh-
bourhood of the singularity, in the way we have already explained earlier. But
instead of cutting along an S2 one excises a complete region with higher curvature,
topologically an S2 × I, a neighbourhood of S2. Of course, the result is the same,
from the topological point of view.

One obtains S2-boundaries which are then filled with three-dimensional solid
balls B3. The two resulting manifolds are then left to evolve independently under
the Ricci flow in the first instance. In the process, the “pimples” that arose from
the surgery are rounded off (as in the picture above), but soon afterwards more
singularities may form somewhere else (as below).

33



In this way, all the spherical components of the original manifold split off gradually
and converge to homogeneous spheres. The simplest case is the one where one is
sitting on a sphere right from the beginning. As a further possibility we have to
consider parts which are topologically of the form S2×S1. The geometry gradually
becomes homogeneous on these too. Perelman [P3] and Colding-Minicozzi [CM]
were able to prove later that on a closed, simply connected 3-manifold the Ricci
flow reduces the volume to zero in finite time, and then stops. Since the manifold is
simply connected one cannot obtain any S2×S1-components. The only possibility
is a single S3. This proves the Poincaré Conjecture. If the initial manifold is
not simply connected then pieces with different structures remain, as shown in the
picture above.

Hamilton [Ha4] showed, moreover, that after no further singularities develop the
manifolds converge under the (volume) normalized Ricci flow in infinite time to
finitely many hyperbolic manifolds with finite volume, like, for example, a three-
dimensional version of the pseudosphere, topologically T 2 ×R, joined by pieces on
which the metric collapses. This means that certain distances become ever shorter
although the curvature does not tend to infinity (as in the next picture). Mani-
folds with collapsing metric had already been classified geometrically by Cheeger
and Gromov [CG1], [CG2]. They admit six of the eight homogeneous metrics (all
except H3 and Sol). Thus the original manifold, as Thurston predicted, has been
decomposed into homogeneous parts.

A simple example of metric collapse is that of a family of cylinders S1
ε × R, which

all have zero curvature, but shrink to a line as ε tends to zero (see the last picture).
The three-dimensional analogue of this is T 2 × R. A more interesting example is
given by the Berger spheres [Th].
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However, several essential technical problems arose during the execution of this
program, and could not be resolved for about two decades. It would go beyond the
scope of this article to explain them in detail. In very general terms, the princi-
pal difficulty was to show that in the neighbourhood of singularities the manifold
cannot collapse in finite time, but only in infinite time, as in the picture above.
The greatest concern of the mathematicians was the theoretical possibility of the
formation of a 3-manifold in the neighbourhood of the singularity which looks like
the three-dimensional version of a crease. The curvature of such a manifold is large
only along the crease. Otherwise it is very flat.

A two-dimensional version of this manifold is the “surface” Σ, which represented
in R3 looks like an infinitely “rightwards” extended cylinder with a cap. From “in-
finitely far to the front” Σ looks like a half line, a one-dimensional object.

The three-dimensional manifold Σ× R looks something like below.

“From infinity” it appears like a half plane, a two-dimensional object. The differ-
ence between Σ × R and S2 × R, which becomes singular under the Ricci flow in
finite time, is that S2 × R shrinks to a line in finite time, while its sectional cur-
vature in the direction of the S2 tends to infinity. If our Ricci flow solution looks
infinitesimally like Σ × R after finite time, this means that there must be short
geodesics that contract (as for S2 × R) while simultaneously the curvatures of the
solution remains bounded (in contrast to S2×R). One would have a situation where
the metric collapsed in finite time. The reason singularities that look like Σ × R
are problematic, is the fact that in their neighbourhood Hamilton’s surgery process
cannot be carried out. Perelman [P1], [P2] developed completely new methods with
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whose help he was able to exclude the possibility that such collapsing singularities
might form in finite time.

A further technical problem was the possibility that singularities keep forming
forever, so that Hamilton’s above mentioned result on the long time behaviour of the
normalized Ricci flow would not apply. Perelman succeeded in adjusting Hamilton’s
program in this case, finally establishing the geometrization of all closed orientable
three-dimensional manifolds.

6. Conclusion

The Poincaré Conjecture, which remained unsolved for more than a century,
predicted the equivalence of two topological properties of a three-dimensional man-
ifold, namely, the property of being simply connected and the property of be-
ing (reversibly) deformable into a three-dimensional sphere. The Geometrization
Conjecture, which Thurston formulated about 80 years later, and which general-
ized the Poincaré Conjecture, related the geometric and topological properties of
three-dimensional manifolds, and predicted a complete classification of all closed
3-manifolds. Methods from different areas of mathematics were combined to pro-
vide the ultimate resolution of both these conjectures. These included tools from
analysis, particularly from the theory of geometric evolution equations, like Hamil-
ton’s Ricci flow, as well as from differential geometry, topology and geometric group
theory. Perelman introduced additional methods which in part were motivated by
concepts in mathematical physics and stochastics.

As with most great mathematical problems, for example also with Fermat’s last
theorem, several completely new mathematical areas were stimulated by the efforts
of finding a solution. Most of these newly developed methods later found appli-
cations, within and outside of mathematics, which went far beyond their original
purpose.

References

[A] E.A.. Abbott, Flatland: A Romance of Many Dimensions, Dover, 1992 (originally pub-
lished 1884)

[Ch] B. Chow, The Ricci flow on the 2-sphere, J. Differ. Geom. 33 (1991), 325-334

[CG1] J. Cheeger, M. Gromov, Collapsing Riemannian manifolds while keeping their curvature
bounded, I, J. Differ. Geom. 23 (1986), 309-346

[CG2] J. Cheeger, M. Gromov, Collapsing Riemannian manifolds while keeping their curvature

bounded, II, J. Differ. Geom. 32 (1990), 269-298
[CLN] B. Chow, P. Lu, L. Ni, Hamilton’s Ricci flow, Graduate Studies in Mathematics, Volume

77, AMS (2006)
[CM] T.H. Colding, W.P. Minicozzi, Estimates for the extinction time for the Ricci flow on

certain three-manifolds and a question of Perelman, Journal of the AMS, 318 (2005),
561-569

[GH] M. Gage and R. S. Hamilton, The heat equation shrinking convex plane curves, J.Differ.
Geom. 23, 417 - 491 (1986)

[Gr] M. Grayson, The heat equation shrinks embedded plane curves to round points, J.Differ.
Geom. 31, 285 - 314 (1987)

[Ha1] R.S. Hamilton, Three-manifolds with positive Ricci curvature, J. Differ. Geom. 17 (1982),
no. 2, 255-306

[Ha2] R.S. Hamilton, The Ricci flow on surfaces, Contemp. Math. 71, Amer. Math. Soc.,
Providence RI, 1988

[Ha3] R.S. Hamilton, The formation of singularities in the Ricci flow, Surveys in Differential
Geometry, Vol II, (1995) Cambridge MA, 1995, 7-136

36



[Ha4] R.S. Hamilton, Non-singular solutions to the Ricci flow on three-manifolds, Comm. Anal.

Geom. 7 (1999), 695-729

[Hu] G. Huisken, A distance comparison principle for evolving curves, Asian J. Math. 2,
127-134 (1998)

[P1] G. Perelman, The entropy formula for the Ricci flow and its geometric applications,

arXiv:math.DG/0211159v1 11Nov2002
[P2] G. Perelman, Ricci flow with surgery on three-manifolds, axXiv:math.DG/0303109

[P3] G. Perelman, Finite extinction time for solutions to the Ricci flow on certain three-

manifolds, arXiv:math.DG/0307245
[Po] H. Poincaré, Analysis Situs, Cinquième complément à l’analysis Situs, Rend. Circ. mat.
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